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1. Introduction
The Guardian Kernel Module (GKM) is a security kernel module for built for the Linux 2.6.x series of kernels.  GKM acts as an additional layer of protection in defending against kernel rootkits by protecting the integrity of a system's system calls and modules.

GKM is a non-destructive kernel module.  We believe that the best reaction to any potential malicious activity is best left to the maintainer of the system, instead of in the hands of a module.  In this manner, we have programmed GKM to passively warn the user through the syslog facility of all malicious behavior detected.  GKM will also try its best to maintain system integrity in the face of destructive, malicious behavior without rebooting or halting the machine.
Many of our ideas are loosely based on an older kernel module known as St. Michael 

(http://freshmeat.net/projects/stmichael_lkm/).  St. Michael was built for the 2.2.x and 2.4.x series of kernels, and also attempts to detect and prevent kernel rootkits.  While many of GKM's detection mechanisms are similar to those of St. Michael, GKM differs greatly.  Our module code is very different than St. Michael's due to interface changes from the 2.4 to 2.6 kernels.  In fact, we had to implement so many things in a completely different way that none of St. Michael's code is in GKM's code.  We built this kernel module from scratch.
The actions and design decisions of GKM also differ greatly from those of St. Michael.  For example, we believe that when malicious activity is discovered, the decisions of how to handle this activity are best left to the system maintainer instead of in the hands of a kernel module.  In this light, GKM will never halt or reboot a system.  GKM will instead do what it can do to insure system stability until appropriate action can be taken.
GKM has been designed to provide four main functionalities: protecting the system from modification of the system call table, checking the integrity of the system calls as they reside in memory through the use of md5 sums, detecting the presence of cloaked (hidden) modules, and checking the integrity of running modules in memory through the use of md5 sums.  The following sections will detail the technical problems and implementations of our system call functionalities, module functionalities, and other notes and discoveries. 
2. System Call Functionalities of GKM

GKM protects and monitors the system calls through the use of a kernel structure known as the system call table.  The system call table is a pointer to an array of pointers to system calls defined in the kernel headers syscalls.h and unistd.h (see figure 1 below).  In earlier kernel versions, the system call table was exported by the kernel, making it easy to include and access in kernel module code.  Unfortunately, the system call table was not exported in the 2.6.x series of kernels for security reasons.
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Figure 1: The kernel's System Call Table
Fortunately for us, we found a function that we could use which finds the system call table by quickly traversing through kernel memory (see function find_sys_call_table in guardian.c).  This function has helped us immensely, and we would not have been able to implement most of GKM without it.

Many kernel rootkits are made to find this system call table and to change some of the system call pointers to point to new, malicious system calls.  GKM protects against this type of attack by making a copy of these system call pointers on initialization (see function gkm_initialize_syscalls in guardian_syscall_monitor.c).  Then the kernel's system call table is compared to our copy of the system call table twice a second inside of a kernel timer (see gkm_check_syscalls inside of guardian_syscall_monitor.c).  If there is a discrepancy, we may assume that malicious behavior is occurring.  GKM will then automatically replace the kernel's modified system call table with its own copy (see gkm_reinitialize_system_calls inside of guardian_syscall_monitor.c).

Another common malicious attack is to write over the actual system call itself in running memory.  GKM detects this type of attack by taking md5 sums of the system calls and storing them on initialization (once again see gkm_initialize_syscalls in guardian_syscall_monitor.c).  Then, twice a second, the kernel's system calls are md5 summed and compared to our stored md5 sums.  If the md5 sums do not match, we can assume that malicious behavior is occurring (see gkm_check_syscalls inside of guardian_syscall_monitor.c).

This introduces a difficult design question of what GKM should do upon detection of such an attack.  An attack like this may very well cause a kernel panic or segfault if left unhandled, yet we also do not want GKM to halt or reboot the system.  In an effort to compromise, we decided it would be best at this time to point the offending system call to a null system call, thereby completely disabling the modified system call while giving the system a chance of temporary survival until needed action can be taken.  This design decision is open to debate.

Both of these GKM functionalities are tested by attempting to load the test rootkits system_call_replacement.c and system_call_overwrite.c inside of the GUARDIAN_ATTACKS directory.  These sample tests were written by us for the sole purpose of demonstrating the functionalities of GKM.   
3. Module Functionalities of GKM

In designing GKM we felt that the two main issues concerning modules were the addition of cloaked modules which could not be seen by lsmod and modules that were changed in memory. In order to know when potentially malicious modules were loaded into the system we needed to track what modules were running on the system, when they entered the system and when they were removed from the system. To accomplish this task we created two wrapper functions for the kernel’s module_init and module_delete system calls. We point the system call table entries for these two system calls to our wrapper functions. When a module is added to or removed from the system our wrapper functions are called instead of the original system call functions. To allow us to check if a module had been modified while running we use an MD5 checksum for the modules body and delete functions which we store in our internal module list.  This allows us to track changes in our internal list of modules, which is stored as a linked-list.

Our internal list is initialized when GKM is loaded through the gkm_init_mod_list. We tap into the kernel’s internal list and for each module in the list we create a new node with the module’s name, name length, and MD5 checksums of the module’s body and init functions. GKM should really be the first module loaded onto a system to ensure that no cloaked modules are added before it is loaded. For this reason we do not have a load script for our module. 

When the kernel calls the module_init syscall to add a new module, our wrapper kills the timer and passes the information to the original syscall function. If the module is created successfully, and module_init returns a 0, we call GKM’s gkm_add_mod_list function to add the module to our internal list and then to restart the timer. 

When the kernel calls the module_delete syscall to remove a module, we first check to see if GKM is the module to be unloaded. If GKM is the module to be unloaded we return –EBUSY. This keeps GKM from being unloaded by the system without crashing the system. If the target to be unloaded is not GKM we stop the timer and pass the information to the original syscall function. If the module is successfully removed from the kernel we call gkm_delete_mod_list to remove the module from our internal list. 

gkm_add_mod_list  & gkm_delete_mod_list maintains the internal link list of modules loaded into the system (see figure 2 below). In 2.4 the kernel used 2 syscalls to load modules into the system: module_create and module_init. With the 2.6 kernel there was a decision to move the majority of module loading from user space into kernel space and the module_create syscall was removed. St. Michael created its list from the module pointer returned by module_create. With the changes we were unable to take this route. Another possibility that we tried for accessing the new modules was through the module_query system call in which the 2.4 kernel would return various information about modules loaded into the system. Unfortunately, this system call was also removed from the 2.6 kernel. Our solution was to tap into the kernel’s internal module list though a pointer to our own kernel and obtain the information from here. If we are unable to find the new kernel in the module list we report that a cloaked module may have been added to the system. gkm_delete_mod_list locates the module to be removed in our internal list by name and removes it from our internal list. If the module can not be found an error is reported. 
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Figure 2: The kernel's doubly linked-list of modules.
To check for changed modules or modules that have been added to the system without calling the kernel’s module_init function we periodically compare the kernel’s list against our own list with a kernel timer set to fire every half second. Our timer makes a call every half second to the gkm_check_mod_list. This function verifies the kernel’s internal list against our list of modules. It checks the name and checksums of each model and reports any discrepancies. St. Michael would unload any modules it thought were malicious and in some cases would reboot the machine. We made a choice not to unload any modules or reboot the machine if a discrepancy is found in an effort to preserve system stability. Instead we note the change in the logs and modify our record so as not to fill the log with warning notices. We feel that this is a better solution. 

4. Other Notes and Discoveries

As stated above, one of our major functionalities is to discover cloaked (hidden) modules.  As an extra feature, GKM also cloaks itself from the kernel so that an attacker cannot tell that it is running.

It took us awhile to figure out how to cloak modules in the 2.6.x kernels.  We could not find any working solution in either St. Michael's code or through Google.  We were finally able to figure out how to hide a module from lsmod and /proc/modules by looking closely at the module linked-list structure (see figure 2 above).  The struct "list_head" is encouraged to be used anywhere a doubly linked list is used and is defined in list.h.  Inside of list.h are a lot of functions and macros that involve traversing, inserting, and deleting from linked-lists.  We found that we could remove a module from the kernel's list of modules and reinitialize its pointers simply by using the function list_del_init.  This allowed the module to still execute in kernel memory, while completely hiding the module from functions that simply traverse the list to find all the kernel modules (such as lsmod and /proc/modules).  This also has a side effect of completely disallowing unloading of the module, as rmmod first checks /proc/modules to see if the module is listed.

Due to the fact that insmod does not pass a pointer to the new module to be loaded, we are unable to check which module is being passed to module_init to load. In previous versions, the module name was passed to module_create which returned a pointer to the new module for use by module_init. Now, module_init is passed a value directly from insmod and it in turn calls an internal function, module_load, to load the module into user space. This prevents us from using the same technique we use in module_delete to catch any calls to install GKM. It is also why we have to traverse the kernel’s module list to locate any newly added modules. Currently, if GKM is already loaded and you try to load it a second time the kernel segfaults.  This is a minor problem that we have yet to fix. 

5. Conclusion

Since June 5th, we have both spent quite a lot of time on this project.  During most days, we would each spend anywhere from 8 to 12 hours a day coding GKM from scratch.  We ran into our fair share of problems, and our module is not perfect, but we feel we have accomplished much for a two week project.

For more project-related documents, code, and developer logs, please visit the project website at http://sarahathome.net.
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